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Introduction
 The purpose to reduce the dimensionality of the original p-

dimensional feature space
 Visualization & the ease of interpretation
 Remove redundancies from the data, or combat the curse of

dimensionality
 In a way that minimizes the potential loss of information
 The precise definition of “loss of information” – dependent on

the statistical and scientific questions
 Both linear and nonlinear methods for dimensionality

reduction
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Principal Component Analysis (PCA)
 Idea of PCA
 To rotate the system of axes in the original p-dimensional space

such that (orthogonal) axes consecutively align with directions
of highest variance in the data space
 The 1st axis in the rotated system – capture the largest
proportion of data variance  the 2nd axis (orthogonal to the
first) – the 2nd highest proportion, and so on
 A few dimensions – already explain most (say > 90%) of the
data variance  the remaining axes – dropped from the system
without much loss in information
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Principal Component Analysis (PCA)
Fig. 6.1 Principles of various dimensionality
reduction techniques. (a) PCA retains
directions of largest data variance. (b) MDS
attempts to preserve original interpoint
distances in the reduced space. (c) Fisher
(linear) discriminant analysis can be used to
pick out those directions along which two or
more classes are best separated (Reprinted
from Durstewitz and Balaguer-Ballester
(2010) with permission). MATL6_1
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Principal Component Analysis (PCA)
 Projection Xv (X : N×p data matrix):

 Data covariance matrix
 Constraint
: not to inflate the variance arbitrarily by just increasing the

length of the vector
 Solving eigenvalue problem:

(a)

 Taking the derivatives w.r.t 𝐯 & 𝐒 = 𝐒 , dividing by 2, and setting to 0:
 𝐯: the eigenvector belonging to the maximum eigenvalue 𝜆 of the covariance matrix 𝐒

𝜆 – equivalent to the variance along that eigen-direction:
o 𝐯 𝐒 − 𝜆𝐈 𝐯 = 𝐯 𝐒𝐯 − 𝜆𝐯 𝐯 = var 𝐗𝐯 − 𝜆 𝐯 = 0  𝜆
=
max var(𝐗𝐯) (⸪ 𝐯 = 1)
 𝐯𝟐 – belonging to 2nd largest eigenvalue 𝜆
 The direction in the data space associated with the 2nd largest proportion of variance
 And so on
 𝐒 – symmetric and real  its eigenvectors corresponding to different eigenvalues –
furthermore orthogonal to each other
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Principal Component Analysis (PCA)
 A variety of applications in neuroscience
 Mazor and Laurent (2005)
 To visualize the neural population dynamics in the locust antennal lobe
during presentation of different odors
 Electrophysiological recordings from about a hundred cells  the
spatiotemporal unfolding of activity patterns during odor presentation in
a visually accessible way
 Performing PCA on the multivariate time series of instantaneous firing
rates from each recorded neuron & projecting the population patterns
into the space spanned by the 1st three eigenvectors  reducing each
~100-dimensional pattern to a point in 3D space
 Visualized as a trajectory in this much lower-dimensional space
 Multidimensional scaling (MDS) recommended instead of PCA for this
purpose
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Principal Component Analysis (PCA)
 A variety of applications in neuroscience
 Narayanan and Laubach (2009)
 PCA used to tear apart different types of neural activity profiles in rodent
frontal cortex during a delayed response task
 Each PC – capture a set of units with covarying activity patterns d/t similar
response properties  each component – represent the “prototypical” delay
activity for a class of neurons (neurons with “sustained” and with “climbing”
activity)
 A number of studies
 PCA used to extract “cell assemblies” from multiple simultaneously recorded
single neurons
 Defined as the synchronized spiking/firing within a subset of neurons
 PCA – not specifically designed for extracting correlations (but rather
variance-maximizing direction)  factor analysis recommended for this
particular purpose
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Principal Component Analysis (PCA)
 Kernel PCA

 Linear transform of the data to seek out directions of maximum variance 

suboptimal if the data points scatter most along some nonlinear curve or
manifold
 Addressed by basis expansions gq(x), q=1,…,Q, and reformulating PCA in
terms of a kernel matrix

 A linear transform in a potentially very high-dimensional expanded feature space  a

nonlinear PCA in the original space

 Centered kernel matrix K without explicit to the (row) vectors g(x)
 To avoid performing operations directly in the expanded feature space g(x) d/t its high
dimensionality
 Eigenvalue problem(a) – defined in terms of a centered covariance matrix S
 Components 𝐾 of the centered kernel matrix:

8

Principal Component Analysis (PCA)
 Kernel PCA
 Eigenvalue problem (a) – redefined in terms of the centered kernel

matrix:

(b)

 N×N kernel matrix (divided by N)  the same nonzero eigenvalues as for

the Q×Q covariance matrix of the expanded feature space
: the same rank and nonzero eigenvalues as matrix
 Matrix
 Eigenvectors for (b) associated with the largest eigenvalues – align with the
directions of maximum variance in the kernel feature space
 Projections of the data points into this space:
The eigenvalues of
= those for the covariance matrix
expanded feature space
imposed for the eigenvectors of
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of the

Principal Component Analysis (PCA)
 Kernel PCA
 Ex: visualizing neural trajectories from rodent multiple single-

unit recordings during a multiple-item working memory task
(on a radial arm maze with delay btw arm visits)
 Kernel PCA used in conjunction with multinomial basis expansions

 The multivariate neural time series – projected into a space large enough

to allow for easy disentanglement of neural trajectories and task phases
 kernel PCA used to make the dynamics in this very high-dimensional
space visually accessible
 Augmented representation of neural activity
 Expanding the original space by product terms (multinomials) of the
units’ instantaneous firing rates up to some specified order O
 Kernel PCA – pick the most informative (in the maximum variance
sense) dimensions for visualization
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CCA and FDA Revisited
 Canonical Correlation Analysis (CCA)
 Not interested in the variance-maximizing directions within one

feature space, but in dimensions along which the crosscorrelation btw two feature spaces is maximized
 Fisher Discriminant Analysis (FDA)
 Objective: to retain a few dimensions which most clearly bring

out the difference btw a set of predefined groups
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Factor Analysis (FA)
 Based on latent variable model
 Observable data {

}(i=1,…,N,
) = a set of
uncorrelated, not directly observable (“latent”) factors + measurement noise:
(c)
 𝛍 = a (p×1) vector of means; 𝚪= a (p×q) constant mixing matrix (the matrix of

factor loadings); 𝐳 = a (q×1) vector of latent r.v.’s
 𝜀 : uncorrelated zero-mean r.v.’s  normal & uncorrelated with 𝑧 as well
 Operator “diag”: the vector of p variances – converted into a (p×p) diagonal matrix
 Further assumption (without loss of generality): 𝐳 ~ a zero-mean distribution with
covariance matrix of identity (I)

 Not to be confused with PCA
 PCA model

A form similar to (c) but completely different objectives (⸪additional assumptions
on r.v.’s in FA model)
 To explain most of the data variance
 FA: to account for covariance
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Factor Analysis (FA)
 Examples
 Ex1: FA recommended rather than PCA for extracting

correlations among recorded units (Yu et al. (2009)) (Fig. 6.2)
 Ex2: heydays of FA in psychology
 Fundamental personality traits to explain behavior in many different

situations: the degree of introversion vs. extraversion – often assessed by
correlations btw items on behavioral questionnaires
 Performance scores on task items in intelligence test to probe a wide
range of different cognitive domains (spatial-visual, verbal, analytical, etc.)
– analyzed by FA to support ideas like general or domain-specific
intelligence factors underlying performance
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Factor Analysis (FA)
Fig. 6.2 Using FA for detecting clusters of
highly correlated neurons (“cell assemblies”).
Three clusters of five units transiently
synchronizing at various times were embedded
into a set of 20 Bernoulli (spike) processes. The
number of embedded clusters is correctly
indicated by the AIC or BIC (top left). The five
units participating in each cluster are clearly
revealed by their factor loadings (top right).
The center graph shows a stretch of the 20
original binary spike series with several
synchronized events. These synchronized events
are indicated by peaks in the factor scores
of the three clusters (given by the three colored
traces in the bottom graph) when plotted as a
function of time. MATL6_2
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Factor Analysis (FA)
 Model (c)
 A lot of parameters and latent variables to be estimated from the data
 # of unknowns for this model also grows with sample size as each new
observation comes with a new set of factor scores
 Under-determined  infinitely many solutions
 This degeneracy – removed by imposing the constraint that off-diagonal
elements of
be zero
 The # of factors q estimated for this model – limited by the requirement (pq)2 ≥ p+q
 Maximum likelihood estimation for the model

set equal to (sample mean)
= (weighted) sum of independent Gaussian r.v.’s  : normally

distributed with covariance matrix
(model assumption) 
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Factor Analysis (FA)
 Model (c)
 Maximum likelihood estimation for the model
 Covariance matrix ( ) – reexpressed in terms of the model parameters:

,



,
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Factor score – eliminated from the equation

Factor Analysis (FA)
 Model (c)

 Maximum likelihood estimation for the model
 Log-likelihood based on the multivariate normal assumption for the data &
assuming observation vectors obtained independently:



𝐱 𝐀𝐲 = tr[𝐀𝐲𝐱 ] & 𝐒 = 𝑁

∑

𝐱 − 𝐱 𝐱 − 𝐱 (sample covariance

matrix) ( – replaced by its sample estimate )
(factor loading) and (noise variances) – estimated separately from the

factor scores solely based on the data covariance matrix  achieved by
numerical strategies
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Factor Analysis (FA)
 Model (c)
 Maximum likelihood estimation for the model
 Factor scores 𝐳 – obtained from model assumptions:
𝐳 = 𝚪 𝚪𝚪 + 𝚿 (𝐱 − 𝛍)
 𝐳 : standardized to obey the assumptions

 FA:
 (similar to ICA) a statistical model to account for correlations in the data by

a set of uncorrelated latent variables mixed in certain proportions
 q < p  used for dimensionality reduction if the goal is to exploit
correlations in variables
 Applications

 FA – utilized for extracting groups of synchronized neurons from simulated

multivariate spike time data
 In case of such count data: Gaussian assumptions in (c) – better replaced by
more appropriate distributional assumptions like 𝐱 ~ Poisson[𝑔(𝛍 + 𝚪𝐳 )]
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