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Multidimensional Scaling (MDS) and
Locally Linear Embedding (LLE)
 MDS: a broad class of techniques working on any measure of

dissimilarity

btw two observations

and

 Common nationale: to find a lower-dimensional embedding of the

observations such that the inter-object distances adhere as closely
as possible to the original dissimilarities

 Classical MDS (or principal coordinate analysis) = metric MDS
 The oldest of these approaches
 If all the empirical dissimilarities obey the triangle inequality 

possible to find an N-1 dimensional Euclidean space in which the
inter-object distances
(
) exactly match
the corresponding dissimilarities
)(
)
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: may be Euclidean space  in general unknown & may be anything
: true dimensionality (unknown ?)

Multidimensional Scaling (MDS) and
Locally Linear Embedding (LLE)
 Classical MDS= metric MDS
 To reconstruct a Euclidean space by setting

& noting that

 Tries to invert this relationship, i.e., find coordinates { } given Euclidean

distances
 analytically possible if an additional constraint
imposed to make the problem well-defined

 Result – given in terms of eigenvalues and eigenvectors of the matrix 𝐐 = 𝐘𝐘 with

elements:

(. : averages across the respective columns and rows)
 Coordinates 𝐘 – reconstructed exactly from the distances 𝑑 = 𝛿
 To obtain a lower-dimensional representation (q < N-1)  only dimensions

corresponding to the largest eigenvalues of Q retained
 If original space of the 𝐱 – Euclidean  exactly the same solution as PCA formally
minimizing criterion
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Multidimensional Scaling (MDS) and
Locally Linear Embedding (LLE)
 Nonmetric MDS
 More recent
 Optimality criterion called stress (standardized residual sum of

squares):

(a)

: a set of metric original (observed) inter-object distances
 Minimizing (a)  a lower-dimensional representation of objects { } such
that their interpoint distances match the original object distance as closely as
possible in a least-squared error sense
 No analytical solution; solved by a numerical optimization technique like
gradient descent
 Minimize distortions in the reduced space by keeping all distances as close as
possible to the original ones (unlike PCA)
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Multidimensional Scaling (MDS) and
Locally Linear Embedding (LLE)
 Nonmetric MDS
 Different variants of the stress criterion
 Different normalizations to the squared differences of distances
 Sammon criterion:
 Summing up the terms 𝑑 − 𝑑
𝑑  more emphasis on preserving
smaller distances
o Normalization: each squared difference term / the corresponding distance in
the original space
 (a): normalized to the total sum of squared distances
 Tendency of MDS to preserve the original geometrical structure in the

reduced space (unlike PCA)  advantageous for visualizing the neural
population dynamics during behavioral tasks
 PCA

 May map points far apart in the original space to points close in the reduced space
 Components in PCA – linear combinations of the original variables  tends to

produce “Gaussian blobs” and may thus obscure interesting structure in the data
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Multidimensional Scaling (MDS) and
Locally Linear Embedding (LLE)

Fig. 6.3 Two-dimensional representations produced by various linear and nonlinear dimensionality reduction techniques of 3D data arranged in a horseshoe shape (left). Top
row: PCA completely fails to reproduce the original structure in 2D. Since in PCA each dimension represents a linear combination of random variables (original dimensions), it
tends to produce “Gaussian blobs” in the reduced space. Points with large distance in the 3D space (red dots in each graph) can be mapped onto nearby points in 2D space by
PCA. Kernel PCA, although a nonlinear technique, appears to be not well suited for this particular problem either as—unlike LLE or Isomap—it has no inbuilt mechanism to
capture the local spatial relationships defining the manifold in 3D. MDS tends to retain a bit more of the original horseshoe structure and preserves original interpoint distances
better than PCA by virtue of its optimization criterion (Eq. 6.16). LLE with small neighborhood (K = 12) appears to essentially reduce the data to a 1D line on which data
points (red dots) largely separated on the nonlinear manifold in 3D space are also mapped onto distant locations. With a much larger neighborhood (K = 200), LLE reveals the
horseshoe structure present in 3D. Isomap unlike the linear approaches also recognizes the original 3D structure. MATL6_3. The MATLAB code for LLE used here is available
from the original authors’ (Roweis and Saul 2000) website ww.cs.nyu.edu/~roweis/lle/code.html. The Isomap code, as well, is provided by the authors (isomap.stanford.edu;
Tenenbaum et al. 2000). The MATLAB implementation of kernel PCA was kindly provided by Emili Balaguer-Ballester, Bournemouth University
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Multidimensional Scaling (MDS) and
Locally Linear Embedding (LLE)
 Nonmetric MDS

 The truly nonmetric (ordinal) MDS:
– used
 Only the rank ordering of the original dissimilarities
 the rank order of pair {ij} –
 A monotonic transformation
the same according to the adjusted distances
and the original
dissimilarities
(visualized in a Shepard plot)
equal to the average of the
within the
 Achieved by setting
reconstructed space for each block of non-monotonically related
and
 enforcing a monotonic relation
 Object – moved according to the stress criterion by gradient descent to
adhere to these corrected distance
 These two steps – alternated until a solution obtained
 More robust than metric MDS & less picky about the accuracy of the

original measurements
(from a statistical point of view)
 Solutions in lower dimensions
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Multidimensional Scaling (MDS) and
Locally Linear Embedding (LLE)
 INDSCAL
 N different q×q dissimilarity matrices among q objects or data points,
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e.g., from N different subjects or trials
Like to recover both a space common to these N different sets and the
distortions of this common space introduced by each of the N
individuals or trials
Euclidean distances
(
) btw points k and l
in the common space with p dimensions  in the individual spaces
(i=1,…N), different dimensions r of this common space – simply
weighted differently:
The objective: to recover both the set of points { } in the common
space & the N×p individual axes weightings
from the set of N q×q
dissimilarity matrices
In the original formulation: solve for weight matrices W and
reconstructed coordinates Y iteratively through separate LSE steps

Multidimensional Scaling (MDS) and
Locally Linear Embedding (LLE)
 Isomap (isometric feature mapping)

 Nonclassical metric MDS defined by (a)– nonlinear in operation 

its goals only achieved well if the data points come from a nearly
linear q-dimensional subspace within the original p-dimensional space
 Overcomes this limitation by geodesic or shortest path distances within
a graph connecting neighboring points by edges
 Given these distances, classical MDS – applied to reconstruct a qdimensional space corresponding to some nonlinear manifold in the
original feature space  essentially unwrapped by this procedure
 Ex: Compte et al. (2003)
 Isomap used on distances btw power spectra of spike trains recorded in

monkey prefrontal cortex during a working memory task
 To check by which power spectral features, neurons could be best grouped or
dissociated & how these were related to cell types, other electrophysiological
features (bursting) and task stages
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Multidimensional Scaling (MDS) and
Locally Linear Embedding (LLE)
 Locally linear embedding (LLE)
 Another very appealing technique for recovering nonlinear manifolds from

the original data set, similar in spirit to MDS
 Idea:

 The geometry of local neighborhoods – preserved as accurately as possible in a lower-

dimensional embedding of the data points
 Local geometries – characterized through a local linear “spatial auto-regression”
approach  each original data point 𝐱 – reconstructed from its K nearest neighbors
by minimizing:
Err 𝛃 = ∑


𝐱 −∑

∈

(𝐱 ) 𝛽

constraint to ∑

𝐱

∈

𝐱 = ∑ ∈ (𝐱 ) 𝛽 𝐱 : a weighted sum of all data points 𝐱
𝐻 (𝐱 ) of 𝐱 (excluding the point itself)

(𝐱 ) 𝛽

= 1 for all i

in the K-neighborhood

 The local geometry captured at each point within the N×K matrix 𝐁 = (𝛽 )  find a
lower-dimensional embedding {𝐲 } by just adhering to these local constraints, i.e., fix
𝐁 and determine coordinates {𝐲 } to minimize:

Err {𝐲 } = ∑
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𝐲 −∑

∈

(𝐲 ) 𝛽

𝐲

Additional constraints  solved analytically as an eigenvalue problem

Multidimensional Scaling (MDS) and
Locally Linear Embedding (LLE)
 Supervised MDS
 Supervised procedure: class label information – incorporated into

MDS criterion (similar to FDA)
 Pull different groups apart while retaining distance information
potentially more accurately than FDA (FDA – similar distortion issues
as PCA)
 Summary
 PCA, kernel PCA: capture variance-maximizing directions
 MDS, LLE, Isomap: preserve the (local) geometry of the original data

space
 PCA, MDS: capture (nearly) linear (affine) subspaces
 Kernel PCA, LLE, Isomap: explicitly designed for nonlinear situations
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Independent Component Analysis (ICA)
 Strictly not a dimensionality reduction but a source

separation method or a latent factor model (like FA)
 Only a smaller number of factors (q<p) chosen  a lowerdimensional representation of the data
 A typical application in neuroscience
 Electrophysiological recordings from p extracellular electrodes:

mixtures of a bunch of single-unit signals  ICA used to
separate out the underlying single-unit source signals from the p
mixture signals
 ICA also harvested for the purpose of segregating a set of
single-unit signals into functionally coherent groups (as with FA)
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Independent Component Analysis (ICA)
 Even stronger condition than FA
 FA: factors – (linearly) uncorrelated
 The factors should be independent
 two variables –
 Statistical independence:
neither linearly nor nonlinearly related in any way (∵their joint
probability distribution has to factor into the marginals)
 Implication:
 Uncorrelated: unrelated only up to second-order statistical moments 
→ 0 (mot certainly not independent!)
 Independence: unrelatedness in all higher-order moments as well
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Independent Component Analysis (ICA)
 A measure of (in)dependence
 Mutual information = Kullback-Leibler distance btw the full

joint probability density
(marginal) densities

and the product of the individual
(q r.v.’s ):
(b)



– the Shannon entropy:

 Like to determine the variable

such that the mutual
information among them is minimized
 Equivalent to moving the joint density as closely as possible toward the

product of marginal densities
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Independent Component Analysis (ICA)

 (q×N) latent variables

– related to the observed variables (a
(p×N) matrix) via a (p×q) mixing matrix
 Independence assumption & different scaling of the variable through a
proper choice of 
(just as in FA)
 Prewhiten (without loss of generality):
 By standardizing and decorrelating the variables (e.g., by means of PCA)



: assumed to be mean-centered as well


 Under the above assumptions:
𝑻



 A mixing matrix – found by minimizing (a)  unmixing performed
by its transpose
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Independent Component Analysis (ICA)


 – a constant matrix &
and
 Transformation method used to convert btw densities
: fixed by the observed data  thus constant from the perspective of


optimization w.r.t

 (b) = minimizing the sum of the individual entropies
 Fixed variance  the Gaussian distribution maximizes the entropy
 To minimize entropy  seek such as to maximize the departure of the

marginal densities

from Gaussianity (usually done by gradient descent)

 The most popular ICA algorithms: Informax, JADE, and FastICA
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Independent Component Analysis (ICA)
 Widespread application in neuroscience
 Especially in EEG and fMRI literature
 Used for source separation and identification
 Help to separate noise from and isolate functionally interesting signals or
to single out clinically relevant signatures from EEG data
 Helpful in
 Spike sorting: the nontrivial task of sorting spike waveforms from
recordings of multiple-unit activity or
 Optical imaging into different unit time series
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Independent Component Analysis (ICA)
 A host of other techniques (like ICA or FA)
 Attempt to “decompose” the matrix of observations into a

product of matrices representing latent factors and their mixing,
respectively
 Nonnegative Matrix Factorization (NMF)
 Lee and Seung (1999)
 Certain constraints or regularity conditions (such as nonnegativity)

imposed on the matrices

18

